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	Abstract: 

This document describes an ongoing collaboration between members of ATLAS Trigger/DAQ, DARENET, Canarie, Netera, PSNC, UKERNA and Dante to demonstrate a Proof of Concept of using remote processing farms for real-time processing with possible extensions to a Grid environment.
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1. 
INTRODUCTION

1.1. Executive Summary

We describe the ongoing collaboration between ATLAS Trigger/DAQ, DARENET, Canarie, Netera, PSNC, UKERNA and Dante to investigate the proof of concept of using remote processing farms for real-time processing with possible extensions to a Grid environment. 
Since May 2004, the ATLAS experiment has been performing a programme of extended tests of elements of all its detector systems in particle beam tests that will continue into November 2004. The test beam provides a unique environment for studying many operational aspects of ATLAS before the turn-on of the experiment in 2007. In particular, it provides a source of built events from elements of all ATLAS detectors, albeit on a small scale, which can be used to feed the tests of remote processing described in this note. Planning and preparation for these tests, which form part of the Trigger/DAQ workplan for the testbeam period, is well-advanced and has involved members of ATLAS Trigger/DAQ, DARENET, Canarie, Netera, PSNC, UKERNA and Dante.

The Proof of Concept will examine the end-to-end performance of the production network using different methods of connectivity and QoS. We propose experimental activities in the following areas:

· Demonstrate multiple high performance data flows similar to that to be used in moving data in the real-time environment of ATLAS Trigger/DAQ. Typical examples include the requesting of 2 Mbyte data sections for remote processing and returning the results after the computation is complete. Both throughput and latency are important for the network traffic of this application.

· Analysis of TCP performance when run over multiple domain wide area high-speed network infrastructures including:
· end-to-end lightpath (between Alberta and CERN)

· end-to-end Production Network comparing Best Effort, IP Premium, IPP, and “less then best efforts”, LBE, services (between CERN and Manchester and CERN and NBI)

· Use of a CCC VPN over the GEANT and PIONIER networks (between CERN and Krakow) 

· Pilot the IP Premium service at high rate (~500 Mbit/s).

· Test the Scavenger or “less then best efforts” service.

· Test the deployment and operation of the ATLAS Online software at remote sites.
· Test the deployment and operation of the ATLAS Event Filter software at remote sites.

· Demonstrate the real-time analysis of test-beam data at remote sites.

We propose the use of end-user equipment located at Alberta, CERN, Krakow, Manchester, and NBI to send, receive and analyse the real-time data. In addition there will be systems to monitor the test traffic at these sites. We do not envisage the need for equipment at the GEANT nor the NRN PoPs. 

We also propose to share the network performance analysis and measurements collected by ATLAS Trigger/DAQ with Dante and the NRNs.

1.2. Time Scales

Some technical discussions with Dante and the NRNs have already taken place and it is estimated that the tests would take place up to the end of 2004. However, as detailed in Section 3, testing would not be continuous and would be done in full collaboration with Dante, the NRNs and local Campus network administrators. It is also important that the data is analysed and understood as the tests proceed, thus allowing time for clarification or repetition. 

1.3. The ROles of Dante, The NRNs and ATLAS Trigger/DAQ
ATLAS Trigger/DAQ members would be the primary researchers in this collaboration, however input and participation by members of Dante and the NRNs would be most welcome. We propose the following general roles:

· Installation and commissioning of the equipment at the end sites would be done mainly by ATLAS Trigger/DAQ members with help from local Campus network administrators.
· The Dante and NRN engineers would be asked to participate as required. This might include:

· Agreeing the timing of various tests.

· Checking the configuration of the backbone routers e.g. bandwidth allowed in a particular QoS service.

· Providing detailed statistics from their routers to solve a specific problem e.g. the location of packet loss in end-to-end network tests.

· The tests and initial analysis of the data would be performed by ATLAS Trigger/DAQ members
· Interpretation of the data would be done jointly, as would the production and review of papers and reports.

1.4. Application area

We believe that this collaboration involving real-time use of the production network will provide useful experience and benefits to Dante, the European NRNs, the LHC experiments and will also be directly applicable to other Grid projects.

2. Introduction to the collaboration
This document details a test plan for a collaboration between members of the Trigger/DAQ group of the ATLAS experiment, Dante and several NRNs to explore the use of a number of transport technologies for moving data in real-time for remote computation. The long term aim would be to make efficient use of Grid Farms for this application, but the initial Proof of Concept will not involve full Grid Middleware.
Many technical discussions have already taken place, and the exchange of technical specifications, working documents and reports have promoted effective cooperation between Dante the NRNs and the ATLAS Trigger/DAQ project.
For potentially interesting interactions in ATLAS, the standard data acquisition system records all the data fragments from the sub-detectors and builds them into full blocks of data (called events in the particle physics world) using code called the Switch Farm Interface, SFI. These events are then fed to processors that form the Event Filter, EF, that analyse the detailed physics content of the event. Selected events are then recorded. The Proof of Concept will use TCP/IP streams to move built events from the SFI in CERN to remote sites for Event Filter computation and then return the results.
The remote EF processors will request built events from the SFI, perform the calculations and return the result. In the final experiment, a typical full event will be ~2Mbytes and EF computation times of the order of 1-2 s. Data from the 2004 ATLAS test-beam will be only 50-100 k bytes with considerably shorter computation times, depending on the particular detectors that generated the data fragments.
These traffic patterns do not correspond to conventional particle physics network transfers for Grid applications where large amounts of data are streamed at Gigabit speeds. However this real-time traffic does demand low and consistent latency and negligible packet loss. These ATLAS traffic patterns are similar to those required for remote access of image databases and remote disk access using i-SCSI mechanisms. 

As well as the host based network monitoring installed by ATLAS Trigger/DAQ on its test sites (Alberta, CERN, Krakow, Manchester, NBI), the project will have access to the Grid network monitoring set up by the DataGRID EU project and now operated by EGEE, and National Grid Network monitoring data such as the UK e-science GridMon. All of these network monitoring data provide us with a good view of the end to end performances of the network links used in the DataGRID testbed. Sharing this monitoring data and that gathered in the GEANT PoPs and the various NRN monitoring locations would help all parties, and it would also allow the NRENs to have a better understanding of the behaviour of different network paths, when injecting large amount of traffic. In particular, the loss patterns and inter-loss delay distribution analysis would be of great importance for understanding the transport protocol dynamics. Having simultaneous end to end NRN and Dante backbone performance results may also be a good way to understand where and when quality of service mechanisms are really necessary. 

The terminology used in this proposal follows that defined by the Global Grid Forum Network Measurements Working Group.

ATLAS Trigger/DAQ would like to perform the following tests on the production infrastructure:

· Demonstrate multiple high performance data flows similar to that to be used in moving data in the real-time environment of ATLAS Trigger/DAQ. Typical examples include the requesting of 2 Mbyte data sections for remote processing and returning the results of the computations. Both throughput and latency are important in this application.

· Analysis of TCP performance when run over multiple domain wide area high-speed network infrastructures including:

· end-to-end lightpath (between Alberta and CERN)

· end-to-end Production Network comparing Best Effort, IP Premium and “less then best efforts” services (between CERN and Manchester and CERN and NBI)

· Use of a VPN over the GEANT and PIONIER networks (between CERN and Krakow) 

· Pilot the IP Premium service at high rates (~500 Mbit/s).

· Test the performance and behaviour of a Scavenger or “less then best efforts” service with both TCP and UDP flows.

· Better understanding of how high speed infrastructures react to load – how does latency and jitter change with the load on the network?

· Understanding the impact on large TCP flows of best effort bursty traffic and packet re-ordering introduced by the network.

· How does the network respond to bursty TCP flows.

· Exploration of what QoS provisions might be needed for a less than best efforts service and the effect of operating this service on the core network.

· Understanding of queue behaviour in over provisioned networks.
· Integration and sharing of information from the existing Geant & NREN monitoring and ATLAS Trigger/DAQ end to end monitoring to provide better understanding of the network performance as well as determination and location of network problems.
We believe that this collaborative work would benefit Dante and the NRN community in the following areas:

· Better understanding of how high speed end-to-end network infrastructures react to load.

· Help with the definition of services for TCP based real-time applications.

· Tuning of the network infrastructure for better handling of best effort bursty traffic.

· Exploration of what QoS provisions might be needed for IP Premium and LBE services and the effect of operating this service on the core network.

· Understanding of queue behaviour in over provisioned networks.

· Provide additional information on the benefits of the IP Premium service.

3. Discussion of the tests

In this section we present details of the procedures required for each of the tests discussed in the previous sections. Estimations of the time and network load required are also given. It is clear that the work will be done in collaboration with NREN & Dante engineers and at times suitable to the production operation of the network.

3.1. Characterise the end-to-end network with connectionless memory-memory flows

These tests will use high performance PCs with server quality motherboards and Gigabit interfaces to determine the performance of the end-to-end network using UDP traffic. (We have the performance of memory-memory transfers between back-to-back PCs from lab tests.). In addition, we will use Alteon programmable NICs to generate IP traffic with precise packet timestamping for the one-way latency measurements.
The following sections describe the Network Characteristics that will be studied. 
3.1.1. Latency and Packet Jitter

We will measure the round trip times as a function of the message size sent using a simple request-response application protocol. Measurements will be made with UDP/IP using the UDPmon network tool. Typically 1000 measurements will be made for about 400 message sizes. The tests should take a few minutes and we expect the impact on the network to be very light.
The Alteon NIC, clock card and GPS receivers installed in the PC enable to compute one-way latencies with better accuracy and timing resolution. As the Alteons only send IP traffic, the results complement those obtained by the UDPmon tool.
Round-trip Latency vs packet size (packet size from 64 to 3000 bytes) & Latency histograms (packet sizes 64 256 512 1024 1400 1472 bytes)

3.1.2. Throughput 
Tests will also be made using streams of UDP and IP packets with carefully controlled packet spacing to determine as a function of the packet spacing:

· the end-to-end Capacity

· the Achievable UDP Throughput

· Packet loss 
· Packet re-ordering.
This information will assist in the understanding of the TCP network and stack performance.

Capacity, Achievable throughput and loss vs packet spacing (0-40 µs in steps of 1 µs for a set of packet sizes ( 50 100 200 400 600 800 1000 1200 1400 1472 bytes)

3.1.3. Packet loss frequency and loss pattern 

In case of non-null packet loss, the analysis of the packet loss pattern is important to check if packets are lost randomly and individually or rather in groups of continuous packets. The former case is an indication of temporary congestion produced by a large aggregation of traffic, while the latter is a symptom of bandwidth restrictions or low tolerance of network devices to burstiness produced by individual streams. 

Packet loss frequencies and patterns will be measured using controlled streams of UDP packets. This complementary information will assist in the analysis of the TCP behaviour.

If required, checks will be made to determine where the losses occur using:
· special filters in Dante Juniper routers
· SNMP stats from NREN and Campus routers 

· data from the end host stacks

3.1.4. 1-way delay estimates

The absolute 1-way delay distributions will be measured with GPS synchronised Alteon Gigabit Ethernet NICs running special monitoring code on the NIC. Relative 1-way delays will be measured using UDPmon to space the UDP packets. The two sets of measurements will be compared.
3.2. end-to-end network TCP Throughput 

The server quality PCs will be used to measure the memory-to-memory TCP Achievable Throughput using Iperf and other memory-memory TCP test programs to determine: 

· Behaviour of TCP flows over Euro-scale distances (RTTs) on a network shared with real traffic

· What TCP Achievable Throughput can be achieved with good connectivity.

· Where the losses are most likely to occur.

web100 in the DataTAG altAIMD kernel will be used to record the behaviour of the TCP protocol. Optical splitters and re-programmed ALTEON NICs will be used to capture information at the packet level. tcpdump will also be run in the end-hosts to investigate packet dynamics.
Sensible choices of parameters such as Txquelen and interrupt latency will be determined from MB-NG / DataTAG tests and Lab work.

We will measure:

· Time series throughput of the TCP stream(s)
· Behaviour of the TCP parameters as a function of time

· Throughput vs TCP buffer size

· CPU loads on transmitter and receiver

Use the following TCP stacks with different values of RTT :

· Standard TCP

· HighSpeed TCP

· Scalable TCP

3.3. Investigateing the ATLAS Event Filter protocol 

For understanding the TCP dynamics of this application it is particularly important to verify the performance and the limits of the transport protocol in a production environment as described above. These investigations fall into two classes:
· Detailed behaviour of the ATLAS application request-response protocol when different conditions apply on the end-to-end network. This investigation will make use of special test programs and will include the use of different TCP stacks.
· Observation of the network performance when moving real data from the test-beam. The ATLAS Online and Dataflow software will be used for this work.
Measurements with the ATLAS traffic pattern will be carried out using IP Premium, BE and LBE Services.

Given that we will be using 1 Gigabit Ethernet NICs in the test equipment, we estimate that the load on the network for the throughput tests would be ~ 1 Gigabit between two sites, and that individual tests would last between 1 and 10 minutes. In the case of multiple aggregate streams for test-beam work, the overall traffic load would be a small percentage of the link capacity present in the core of the network. However, once we understand the behaviour of the ATLAS application over short time intervals, we intend to examine this particular traffic pattern over longer time intervals, in the range of several hours to one day. Observing such long term behaviour will demonstrate the stability of the networking connectivity and possibly the capacity of the application to recover from difficult network conditions.
These tests could be of interest for Dante and the NRENs in order to quantify the impact on the existing infrastructure of bursty data transfers based on well-tuned TCP applications and consequently to evaluate the need of active queue management techniques to proactively prevent short and long-term TCP congestion. 

4. Requirements

The following list summarizes the list of requirements in order to achieve the goals stated above. 

1. ATLAS will use Linux systems with the DataTAG altAIMD TCP stack with the 2.4.20 and 2.6.5 kernels. This supports the Web 100 patch, which provides monitoring of the TCP stack performance, and allows the TCP algorithm to be dynamically changed.

2. At the remote sites the PCs should be connected as directly as possible to the WAN, avoiding known site / MAN problem areas.
3. The PCs at CERN should be connected to GEANT via the CERN-Geant backup link to avoid congestion.

4. Software needs to be installed on the test PCs to produce and monitor the test traffic. The list of packages of interest includes: ping, iperf, UDPmon, tcpdump, tcptrace. The ATLAS Online DataFLow and Offline Athena framework software will also be required.
5. Router monitoring. The support of MIBs in the PoP routers for traffic levels, queue and packet loss monitoring allows both the testers and the network engineers to analyse and understand the measurements. It will also allow evaluation of the degree of over-provisioning and the robustness of the infrastructure. 

6. We will require access to the Dante NRN and Campus MRTG (or equivalent) network monitoring plots to determine the conditions prevalent during a test.

7. The IP Premium & LBE tests will use the DSCPs defined by Dante & the NRNs. The end to end tests will require IP Premium & LBE support in the Geant Core and the participating NRNs. 
8. For the routes from CERN to Copenhagen and CERN to Manchester, a bandwidth limit of 500 Mbit/s will be required for the IP Premium tests. The current IP Premium bandwidth limits on the campus and country access links may require revision by the NRNs and Dante.
9. The tests to Krakow will require a CCC VPN from the CERN Juniper to Krakow.

10. The lightpath from CERN to Alberta will be established over development links, not production circuits.

5. Conclusions

We have proposed a set of experimental activities to investigate network performance for the ATLAS application protocols that use TCP for moving real-time data. These ATLAS traffic patterns are similar to those required for remote access of image databases and remote disk access using i-SCSI or similar mechanisms over the WAN and thus will provide useful input for these applications. 
We will provide Dante & the NRENs with a use case application that will generate high bandwidth traffic with real-time constraints over connections offering different quality of service levels. 

We think that the proposed activities could be of great interest for both the Grid community Dante and the NRENs. In the former case the results will provide important information about middleware and end-user application performance when running on a high-speed network environment in real-time. For Dante and the NRENs, the experiments will provide information about the performance and robustness of the GEANT infrastructure under high TCP load and, in addition to this, may help with the introduction of advanced TCP-oriented queue management techniques and differentiated services like Premium and Scavenger Services.
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