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Abstract 

This presentation reports on aspects of the work that has been carried out in two major projects consisting of more than 50 people. The MB-NG and EU DataTAG projects are designed to bring the possibility of high throughput data transfers over Gigabit and multi-gigabit links to the users. These two projects pilot ways of achieving high speed transport, but also demonstrate the benefits in the context of real e-science applications.

 We describe work carried out over the MB-NG development network in the UK and the transatlantic DataTAG testbed between Geneva and Chicago. The talk will cover details of the tests and demonstrations that have been made. The achievements include:
· Continuous memory to memory data transfers with an average user data rat e of 940 Mbit/s for over 24 hours using the HighSpeed TCP stack.

· Sustained high throughput data transfers of 2 GByte files between RAID disk systems using Gridftp and bbcp.

· Transfers of 2 GByte files using the http protocol from the standard apache Web server and HighSpeed TCP that achieved data rates of ~725 Mbit/s.

· Comparison of the behaviour of different TCP stacks that have recently been proposed to overcome the inherent limitations of the old TCP protocol. 

The results indicate that sustained data flows at Gigabit rates are achievable, providing that Server-quality PCs are used and the correct selection of parameters is made. 

We end with the progress made so far in showing the benefit of this work for two important applications:

a) Particle Physics data transport 
b) The Reality Grid e-science project.
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1 Introduction

New applications and data intensive Grid technologies are making increasing demands on end-to-end network performance. There are clear needs for both low latency and high throughput data transfers. Today we have very reliable core networks with 2.5 or 10 Gbit/s capacity, and 40 Gbit/s links are now affordable. However, applications rarely achieve more than 100 Mbit/s end-2-end. This is known as the wizard gap, as ways to change this situation are known but tend to reside within the network specialist community. 

With the excellent publicity that ‘Gigabit Ethernet is just Ethernet’, users and administrators are now expecting Gigabit performance just by purchasing Gigabit components. The MB-NG [ 1] and DataTAG [ 2] projects, as well as testing network and protocol technologies, have investigated how this might be realised. 

[image: image3]
Figure 1 Topology of the MB-NG Network showing the 4 domains, the routers and the end hosts used for the high throughput tests.
1.1 The MB-NG Development network
Figure 1 shows the topology of the MB-NG Network, it is made up of three “edge” domains built from CISCO 7600 series Optical Switch Routers, with 2.5Gbit/s SDH and 1 Gbit/s Ethernet Wide area network QoS enabled line cards. These edge domains are connected via the SuperJANET development core network comprising 4 carrier class CISCO GSR 12000 series routers similarly equipped with leading edge 2.5 Gbit/s QoS enabled line cards. The network connects to “application” sites in the UCL and Manchester campuses, and CLRC–RAL. Although the MB-NG network is MPLS capable, for these tests, it was operating as an IP network with typical end-to-end round trip times in the MB-NG network of 6.2 ms.
1.2 The DataTAG Network

The DataTAG project has created a high-speed, intercontinental Grid testbed that focuses upon advanced networking issues and Grid interoperability. There are European and US partners and it has both EU and US funding. The experimental network infrastructure is based on a transatlantic link between CERN and Starlight in Chicago, and a set of routers from multiple vendors, connected by Gigabit Ethernet switches, that can be selected as required. Originally the link was 2.5Gbit/s but it is now operating at 10 Gbit/s.The typical end-to-end round trip time over the DataTAG link between CERN and Starlight in Chicago is 119 ms.
2 Issues Affecting Performance
There are many factors that determine end-to-end network performance, these include:

· The Applications:  The architecture and the implementation can determine how an application accesses and uses the network and i/o subsystems. For example use of blocking calls may be appropriate in one case and introduce considerable delays in others.

· The End Hosts:  The choice of CPU power, motherboard (the memory bus, chipset and PCI-X bus are most important) and NIC all influence the measured performance and packet dynamics.

· The Routers:  The architecture, the facilities available, the configuration selected and the performance of the blades and switching fabric all impact the end-to-end behaviour. 

· The Network itself:  Clearly the Bandwidth of the links, the amount of traffic and the presence of components like firewalls impact on the throughput observed, but the framing or way the data is moved is also important as this introduces overheads.

2.1 The End Hosts
In order to be able to perform sustained data transfers over the network at Gigabit speeds, it is essential to study the behaviour and performance of the end-system compute platform and the network interface cards (NIC). In general, data must be transferred between system memory and the interface and then placed on the network. For this reason, the operation and interactions of the memory, CPU, memory-bus, the bridge to the input-output bus (often referred to as the “chipset”), the network interface card and the input-output bus, usually PCI or PCI-X, are of great importance. The design and implementation of the software drivers, protocol stack, and operating system are also vital to good performance. In fact, transmitting data from memory to the network requires 3 transits across the memory-bus; 2 for the copy from user space to kernel space and one for the DMA to the NIC. Thus the speed of the memory subsystem is also very important. For most data transfers, the information must be read from and stored on permanent storage, thus the performance of the storage sub-systems and the interaction with the computer buses is equally important.

The servers PCs used in these tests were supplied by Boston Ltd. (Watford UK) and used Supermicro P4DP6 motherboards with dual 2.0 GHz Zeon CPUs and the Intel E7500 (Plumas) chipset that provides 4 independent 64 bit PCI-X busses as well as separate EIDE DMA/100 interface and an on-board Ultra 160 SCSI controller [ 3]. 
The performance of the hosts was determined by directly connecting the NICs in two PCs together with suitable fibre or copper crossover cables. The UDPmon [ 4]. tool was used to make the following measurements:

· Latency : The round-trip latency was measured and plotted as a function of the frame size.
· UDP Throughput: Streams of UDP packets were transmitted at regular, carefully controlled intervals and the throughput was measured at the receiver. 
· Packet loss
· CPU utilisation
· Inter-packet delay variation (Jitter)

· 1-way delay

In addition to these networking measurements, the PCI or PCI-X activity was measured using a logic analyser. Using these data, any bottleneck in the system may be determined whether it is due to the chipset, PCI bus, NIC, or the network itself; see [ 5] for a detailed description of the methodology and some NIC test results.
The basic end-to-end performance of the       MB-NG network for UDP traffic Manchester and London was also measured using the above techniques. Figure 2 A shows a plot of the throughput obtained for various packet sizes. On the right hand side of the plot, the curves show a 1/t behaviour, where the delay between sending successive packets is most important. The flat portions of the curves show that the Achievable throughput [ 6] (~980Mbit/s) over the entire network is very close to wire speed for packets greater than 1000 bytes. The Inter-packet delay variation (or Jitter) is stable and well behaved as indicated in the histograms of Figure 2 B
Figure 3 shows the activity and occupancy of a PCI bus during the transmission of 1472 bytes packets. With the PCI bus running at 33 MHz (upper traces) a throughput of 930 Mbit/s was measured, however, the PCI bus usage was ~ 82%. When the PCI bus was operating at 66 Mhz (lower traces) the bus was only occupied for about 65%. The time to transmit a packet on a 33 MHz bus is twice as large as on a 66 MHz bus. 

With this level of bus usage, involving a disk sub-system operating on the same PCI bus would seriously impact performance – the data has to traverse the bus twice and there will be extra control information for the disk controller. 

Tests with systems using 33bit 32 MHz PCI bus [ 5] has almost 100% occupancy and indicate a maximum TCP throughput of ~ 670 Mbit/s. 

2.2 System and Network Parameters

Optimisation of certain kernel and network parameters to enable high throughput TCP transfers has been know to the wizards for some time [ 13]. For example, setting the socket buffer sizes to the round trip time*bandwidth product, thus allowing TCP to maintain a full set of packet in flight between the end hosts; or using multiple TCP streams.
However packet loss is a real TCP ‘throughput killer’ as loss of a single packet is interpreted as an indication of network congestion by TCP and the transmission rate is reduced by half [ 7]. This has a dramatic impact on the useful throughput that can be achieved on high bandwidth long distance paths, e.g. for a 1 Gbit/s link from CERN to Chicago (rtt ~119ms) it would take 590s (9.8 min) to utilise the network at full capacity after a loss of just 1 packet [ 8]. Mb-NG is participating in  current research to help improve this behaviour e.g. HighSpeed TCP [ 9].
Packet loss was noticed on the MB-NG network under certain conditions. By checking the packet counters in the kernels of both hosts, it was found that packets were being lost in the receiving host. They were being discarded when the application or higher levels of the TCP stack could not process the packets as fast as they arrived. When the NIC interrupted the CPU on the receipt of every packet, large amounts of CPU power were being used and  there were considerable variations in the throughput observed as shown in the top plot in Figure 4 which shows how the throughput varied with the interrupt coalescence. With receive interrupt coalescence of 20 or 80 µs the variation was reduced to +- 1 Mbit/s and no packets were lost.

[image: image4]
Figure 2 End-to-end UDP characterisation tests between Manchester and London using UDPmon.

[image: image5]
Figure 3 The traces of the signals on the send and receive PCI buses for the Intel PRO/1000 XT NIC for a stream of 1400 byte packets transmitted with a separation of 15 µs. 
Upper diagram : on a motherboard with PCI bus was 64 bit 33 MHz, 
Lower diagram : on a motherboard with PCI bus was 64 bit 66 MHz

[image: image6]
Figure 4 Throughput in Mbit/s vs time in sec for different values of the receive interrupt coalescence.
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Figure 5 The measured variation in the number of “sendstalls” reported as a function of the transmit queue length “txqueuelen”.

The Transmit Queue is situated between the output of the IP stack and the driver for the individual NIC and contains data describing each packet that needs to be sent by the driver. It is the kernel that schedules the NIC driver to run and empty the queue, and this is independent of the TCP/IP stack. The length of the queue is determined by a kernel parameter called “txqueuelen”. If this queue becomes full, for example if the software can generate packets faster than they can physically be transmitted, the packets are not lost but some TCP stacks treat this condition as a real congestion signal and cut the sending rate. This condition is known as a “sendstall”. Figure 5 shows the number of sendstalls measured for different transmit queue lengths. To avoid sendstalls the txqueuelen was set to 2000 for the tests reported.

2.3 Network Hardware and Conditions 
Sometimes the network hardware itself may be a cause of reduced bandwidth or packet loss. Some examples for consideration are:

· Performance of firewalls

· Performance of Network Address Translation devices
· Non-blocking behaviour on some old or inexpensive Gigabit Ethernet Switches

· Lack of wire speed on some router blades under certain conditions eg packet size or QoS features

With the increased availability and deployment of Gigabit Ethernet and Data intensive Grids, comes the problem of congestion or saturation of the access links to sites or MANs. Figure 6 shows the dramatic increase in traffic out of Net North West between November 2002 and February 2003. This is not presented as a criticism of the NNW team but to demonstrate their correct approach in capacity planning by anticipating the rise in the traffic levels – two days after the plots were mode, the planned upgrade of the link to 2.5 Gbit/s occurred.

[image: image8]
Figure 6 Network Traffic between NNW and SuperJanet4 with the purple line giving the traffic out of NNW. This shows the importance for forward looking capacity planning – on 26 Feb the access link was upgraded to 2.5Gbit/s. 
3 Network Investigations

3.1 . 24 Hour Throughput with a Single TCP Stream 

 Using the HighSpeed stack, a single TCP stream was generated with iperf from lon02 to man01(see Figure 1) and run for 24 hours. The time series throughput reported by iperf is plotted in Figure 7, expanding the scale shows only a variation of ± 0.5 Mbit/s, the resolution of iperf. It shows an average user data throughput of 941.5 Mbit/s. The transmit interrupt coalescence parameters for the transmitting node, lon02, were set to 64 (the default for the Intel Gigabit Ethernet NIC) while the receiving node had Rx at 64 and Rx-absolute at 128 (the default being 0 and 128). The TCP buffer sizes were set to 1Mbyte (slightly larger than the rtt-BW product of 750 kbytes) and the txqueuelen was 2000.
The results show that sustained data flows at Gigabit rates are achievable, providing that “Server-quality” PCs are used and the correct selection of parameters is made. The parameters include: The transmit queue length, the interrupt coalescence values in the Ethernet driver, and the TCP transmit and receive buffer sizes.


[image: image9]
Figure 7  24 Hour time series throughput for 1 TCP stream using the HighSpeed TCP stack. The average throughput was 941.5 Mbit/s.

[image: image10]
Figure 8 Comparison of the throughput obtained from 'Vanilla' TCP, HighSpeed TCP and Scalable TCP as a function of the packet loss rate on the network for the DataTAG and MB-NG Networks. 
[image: image11]
Figure 9 Time series plot of the TCP throughput between man01 and lon02.

A. The full test period, at time t=0 one stream is started, 60s later a second stream is sent and then 60 later the third stream is started. 

B. The TCP congestion widow
C. The number of duplicate ACKs
3.2 Different TCP Stacks - The Effect of Packet Loss
MB-NG has also examined the performance of new transport protocols that improve standard 'Vanilla' TCP. Figure 8 compares the throughput obtained from 'Vanilla' TCP, HighSpeed TCP [ 11] and Scalable TCP [ 12] when the network has different packet loss rates. The packet losses were induced artificially by modifying the kernel on the receiver to periodically drop packets, thus simulating the effect of real network loss. 
Initial analysis shows that on the MB-NG network, the two new stacks perform better under high loss rates than Vanilla or standard TCP. On the DataTAG network, ScalableTCP appears to obtain the highest throughput out of all the stacks. The throughput of the Standard stack is very erratic; however, it does follow a trend. HSTCP has smoother behaviour than Vanilla TCP but only provides slightly better throughput. For a given loss rate up to 1 in 107, the throughput of the DataTAG network was factor ~5 lower than that on the MB-NG network as expected from the increased rtt of 119ms.
This is a first step approach to understanding the dynamics of TCP. Further investigations will be conducted under realistic network conditions in order to comprehend TCP behaviour and ways that this can be use to improve the performance of Grid applications.
3.3 Multiple Streams

Three TCP streams were generated with iperf between Manchester and London using the HighSpeed TCP stack. The first stream was started from man01 to lon02, 60s later a second stream was started from man02 to lon02, and 60s after that the third stream was started from man03 to lon02. The throughput was measured using the information collected from web100 and is shown initial TCP connection in Figure 9A.. The average rates reported by iperf drop from 940 Mbit/s to ~500 Mbit/s with two streams to 300 Mbit/s with three streams
When two Gigabit streams were sent the 1 Gigabit link into lon02 becomes congested, and packets were dropped giving rise to the dramatic increase in the number of duplicate ACKs sent by lon02 to the transmitting node man01 – as seen in Figure 9C during the time from 6 to 12s. This triggers the corresponding fall in TCP congestion window seen in Figure 9B. When three streams were sent, packets were lost on the 2.5Gbit POS link as well as the Gigabit Ethernet link into lon02.

These tests show that highspeed TCP does share the available bandwidth in an equitable manner when multiple streams are experiencing a constricted or a link with packet loss.

4 Moving Data
4.1 Gridftp Data Transfers

Hardware Raid0 disk sub-systems were installed on lon03 and man01.The sub-systems used 4 Maxdor IDE disks, each connected with an ATA133 cable to the 3Ware 7500-8 controller which was a 64bit 33 MHz PCI card. The disk-memory throughput was measured using a 2 GByte file and gave 130 Mbytes/s for reading and 100 Mbytes/s for writing. This is consistent with the figures given by the manufacturer [ 10].
The data rates generated on the network by the data transfers were measured by recording the bytes sent and received by the network interface on the sending host every second. The rates obtained when multiple sequential transfers were made over a 30 minute period are shown in Figure 10. The lower plot (in green) shows the throughput for data leaving the host which was typically 520 Mbits/s; this rate includes the user data, as well as the TCP protocol and framing overheads. The upper plot (in red) shows the data received by the NIC and is due to the TCP protocol acknowledging the data that has been received by the remote host. Similar results were obtained for PCs connected back-to-back indicating that the low throughput was not due to the development network.

Figure 11shows plots of the Web100 variables recorded every 10 ms during one Gridftp transfer. There are two bands of high throughput just over 800 Mbit/s and ~ 500 Mbit/s. The expanded data throughput plots show that the TCP transmit rates ranged from 500 / 800 Mbits/s to 1 Gbit/s but that alternate 10 ms samples showed zero throughput. This behaviour is not understood, but would account for the low throughput rates shown in Figure 10 which are the average over 1 second periods. This effect has not been seen in the other tests and is most likely due to the detailed behaviour of the Gridftp application. Discussions are in progress with the developers.

4.2 http Data Transfers

There have been recent discussions within GridPP, DataGrid and at GGF [GGF] on the possibility of using standard Web servers eg apache for transferring bulk data. In collaboration with WP6 DataGrid, throughput measurements were made using the standard apache web server and a prototype client based on the curl http library. The same hardware was used as for the Girdftp tests described above. The client first determines the size of the file from the web server, creates the file, and then transfers the data. This approach allows multiple TCP streams to be used in a simple manner. For these tests, the default TCP buffer size was set to 1M byte - the rtt-bandwidth product. The disk-to-disk transfer rate was 72Mbytes/s and the corresponding time series throughput plots from web100 are shown in Figure 12. The top graph shows the throughout for the entire 23 seconds that it took to transfer the 2 GByte file, the average TCP throughput being ~725 Mbit/s.

[image: image12]
Figure 10 Time series of the network data rates for Gridftp transfers, these values were recoded from the Gigabit Ethernet interface.


[image: image13]
Figure 11 Time series plots of the throughput and the TCP congestion window during transfer of a 2 GByte file using Gridftp. The alternating throughput 0 – 600 Mbit/s can be seen in the middle plot.
The dips in the transfer rate correspond to decreases in the advertised available space in the receive buffer or increases in the time the sender limited the transfer. The middle graph in Figure 12 shows this plot expanded for the time period 9 to 11 seconds, demonstrating the regular high throughput; and the lower plot shows the time series plot of the TCP Congestion window. After the initial slow start and the decrease of the overshoot, this shows no dramatic changes, in fact there were no lost packets during this test.
5 Update on e-Science Data Moving for HEP

The MB-MG project has started making lab tests on the BaBar Disk Servers to measure the hardware performance of the Tyan Tiger S2466N motherboard with Athlon MP2000+ CPU, the AMD-760 MPX chipset, and the 3Ware 7500-8 RAID controller with an RAID5 array of 8 200Gb Maxtor 7200rpm disks. Figure 13 shows the memory-disk transfer rates as a function of the file size. One of the most important parameters is the kernel Virtual Memory “readahead max”. With this set to 256 or 512, disk-memory transfer rates of 150 Mbytes/s disk read and 50 Mbytes/s disk write were observed.

Figure 14 shows the PCI activity on the 64 bit PCI bus of the server when bbcp was used to move 2 Gbyte files to and from the server. Transfer rates of 40-45 Mbytes/s (320 – 360 Mbit/s) were observed in these tests. Both the 3Ware RAID controller and the Intel Gigabit Ethernet were on the same 64 bit PCI bus, and one can see that the bus is saturated. It is unfortunate that the 3Ware controller only operates at 33 MHz as this speed already limits Gigabit network transfers to ~600 Mbits/s, which is what was measured in network to memory tests. Further investigations are continuing.


[image: image14]
Figure 12 Time series plots of the throughput and the TCP congestion window during transfer of a 2 GByte file using http

[image: image15]
Figure 13 Plot of the throughput from disk to memory (Read) and memory to disk (write) for a RAID5 array of 8 disks attached to the 3ware controller.

[image: image16]
Figure 14 PCI Activity on the BaBar DiskServer when using bbcp to transfer files to and from the server.
6 Conclusions and Future Work
The achievements on the MB-NG project in investigating high performance throughput  include:

· Continuous memory to memory data transfers with an average user data rat e of 940 Mbit/s for over 24 hours using the HighSpeed TCP stack.

· Sustained high throughput data transfers of 2 GByte files between RAID0 disk systems using Gridftp and bbcp.

· Transfers of 2 GByte files using the http protocol from the standard apache Web server and HighSpeed TCP that achieved data rates of ~725 Mbit/s.

· Operation and comparison of the behaviour of different TCP stacks that have recently been proposed to overcome the inherent limitations of the old TCP protocol. 

The results show that sustained data flows at Gigabit rates are achievable, providing that

“Server-quality” PCs are used and the correct selection of parameters is made.An initial specification would include:
· 64bit 133MHz PCI-X bus
· 2 GHz processor at least!
· Gigabit Ethernet interface (e.g. Intel Pro 1000 or SysKonnect).

· Fast disks with high speed buses configured in a Raid0 or Raid5 configuration. 
· Modern Operating system and efficient IP stack
More detailed studies of the performance of the TCP stacks and the sharing of multiple streams will be made in the coming months.

We will continue working with the e-science users to enable the technology transfer of high performance networking two important applications:

· Particle Physics data transport to move BaBar Data between RAL - Manchester
· The Reality Grid e-science project Manchester – UCL

Be kind to the wizards!
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